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What are statistics good for?

» Descriptive statistics: summarizing datasets by a few
numbers

» Exploratory data analysis and visualization: find
patterns and construct hypotheses

» Significance testing: do the data support the existence
of a significant trend or is it just noise?

» Clustering: finding patterns in the noise

* Regression: can you explain the behaviour of a variable
as a function of the others?

» Classification : putting objects into the right drawers
* Not a complete list!
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Some topics for today...

» Data handling/data management

* Experimental design

» Exploratory data analysis

» Data display

* Data analysis

» Publication: dealing with statistical reviewers

Consumption of meat per person per year in Switzerland (in kg)

Elly Tzogalis et Michel Jeanneret (15 aolt 2008), Le Ma tin

http://www.lematin.ch/fr/actu/suisse/va-t-on-biento t-tuer-le-steak_9-220826

Data handling/
data management




“ The government are very keen on amassing
statistics. They collect them, add them, raise
them to the n'" power, take the cube root and
prepare wonderful diagrams. But you must
never forget that every one of these figures
comes in the first instance from the chowty dar
(village watchman), who just puts down what he
damn pleases. ”

— Josiah Stamp

Once the conversion has been made and the file is s
it is impossible to retrieve the original names !

See

aved,




Data handling / data management

 Limit the number of manual operations that you have to
do (you should never enter any data in a computer more
than once !)

« Make sure that the data is in a format that can be reused EXperimental deSign

during the analysis (no colour-coding !)

» Make sure you record all the data of potential interest
(« know your data »)

* Be careful with the automatic features of some software
that is supposed to make your life easier !

What is experimental design ?

“To call in the statistician after the _ o _
» Experimental design is the art of planning a “good”

experiment is done may be no more than experiment

asking him to perform a postmortem « A*“good” experiment is an experiment that tests what
. : you want to test and controls for everything else.

examination: he may be able to say what

. . " * A ‘“good” experiment estimates the effects you are
the experiment died of. 9 P y

interested in and minimizes (eliminates) confounding
factors.

* No experiment is the ultimate one!

Ronald Fisher, Indian Statistical Congress, Sankhya, around 1938. » Some factors may be very difficult (impossible ?) to
control for !




Some rules of experimental design

* Randomization
protects against bias in assignment to groups
» Blocking
arrange similar units in groups
e Blind, double-blind
protects against bias in outcome
assessment/measurement
» Comparison, e.g. placebo
fake ‘treatment’
» Factorial design
analysis of several factors simultaneously

» Bad experimental design is easier to recognize than

good experimental design !

20 patients treated with a drug or a placebo

Drug MIMIFIM MFIM|M|M|M

Placebo

20 patients treated with a drug or a placebo
With randomization and blocking

Drug MM M| MM|F|F|F|FI|F

Placebo

Fix 50% of M Fix 50% of F
Randomize inside Randomize inside

« Blocking »

Confounding variables

* A confounding factor or variable is a hidden variable in
a statistical or research model that affects the variables
in question but is not known or acknowledged, and thus

(potentially) distorts the resulting data.

* This hidden third variable causes the two measured
variables to be correlated, and may give the impression

that they are in a causal relation.

 If a confounding factor is recognized early enough,
adjustments can be made so confounding does not

distort study results.




Example of confounding variables

Study of coffee drinking and lung cancer.
If cigarette smokers are more likely to also be coffee drinkers, and
the study measures coffee drinking but not smoking, the study may
find that coffee drinking is associated with lung cancer which may
or may not be true

» Study of ice-cream sales and coronary heart disease
death rates.

* Number of firemen present during a fire and amount of
damage

» Common genes for lung cancer and propensity to smoke

Teaching Statistics. Volume 22, Number 2, Summer 2000




Another real-life example: cancer samples

AR Presence of marker A in red

Treatment in blue

Another real-life example: cancer samples

1 5 O N P rcsence of marker Ain blue

Treatment in blue

24 samples out of 31 have a common « marker » and « treatment » status

7 samples out of 31 have the opposite status.

Exploratory data analysis

Dataset 1

0.430.54 0.54 0.850.800.14 0.59 0.20 0.90 0.77 0.

0.67 0.63 0.88 0.56 0.81 0.94 0.17 0.18 0.06 0.38 0
0.730.08 0.49 0.21 0.97 0.78 0.88 0.66 0.52 0.01 0
0.830.18 0.34 0.70 0.04 0.12 0.81 0.33 0.68 0.28 0
0.690.70 0.67 0.31 0.99 0.77 0.07 0.33 0.42 0.41 0
0.28 0.500.350.850.74 0.29 0.750.58 0.73 0.25 0
0.74 0.54 0.27 0.88 0.01 0.82 0.44 0.15 0.21 0.51

Dataset 2

0.92 0.40 0.03 0.150.60 0.12 0.43 0.02 0.64 0.87 0

0.710.120.71 0.09 0.330.12 0.91 0.91 0.920.77 0.

0.96 0.02 0.76 0.83 0.51 0.63 0.57 0.94 0.42 0.09 0
0.56 0.79 0.95 0.97 0.150.69 0.11 0.53 0.57 0.350
0.58 0.96 0.83 0.24 0.72 0.24 0.14 0.01 0.83 0.16 0
0.08 0.86 0.83 0.64 0.16 0.79 0.66 0.53 0.18 0.19 0
0.44 0.66 0.62 0.92 0.18 0.60 0.29 0.90 0.37 0.47

04 0.810.310.400.11

.930.77 0.14 0.530.20
.44 0.81 0.12 0.57 0.99
.46 0.56 0.48 0.99 0.96
.04 0.97 0.92 0.39 0.96
.510.920.73 0.710.27

.530.700.89 0.270.12

50 0.98 0.32 0.88 0.62

.96 0.47 0.46 0.900.38
.92 0.21 0.25 0.88 0.08
.110.59 0.06 0.780.13
.94 0.89 0.77 0.880.42




Exploratory data analysis

* Also called descriptive statistics

* Process of looking at the data prior to formal
analysis .

» Data examined in two ways:

— Numerical summaries of data (mean, standard deviation, 5-numbers
summary, etc)

— Graphical summaries: viewing your data in graphs to detect errors,
unusual values, trends and patterns.

« Particularly relevant for large datasets

* Always remember that summarising means losing
some information !

e “The Median Isn't the Message”
by Stephen Jay Gould
http://www.edwardtufte.com/tufte/gould

Always look at the data !

Histograms

Area of this bar
represents the proportion
of observations between
16 and 17.

R default parameters
(here: 1 bin for 5 units)

User choice
(1 bin for 0.5 units)

User choice
(2 bin for 0.006 units)




Density

» The density describes the theoretical probability distribution of a variable

» Conceptually, it is obtained in the limit of infinitely many data points

*  When we estimate it from a finite set of data, we usually assume that the
density is a smooth function

* You can think of it as a “smoothed histogram” (but to actually compute it,
there are much better methods!)

X %
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What is an average ?

What is a standard deviation ?

Measures of location: mean

e “Arithmetic mean”
¢ Sum of the values divided by the number of values
¢ All observations treated equally

¢ Suitable for symmetrical distributions

¢ Sensitive to presence of outliers (“unusual values”)

¢ Trimmed mean:
— “Olympic scoring”

— Remove extreme values (e.g. 10%) on each side before calculating the mean

 InR:

> mean(data)
> mean(data, trim=0.1)




Mean: (lack of) robustness

Mean
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Measures of location: Median

Median

V
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50% of the data 50% of the data

» More appropriate for skewed distributions
* Mean=Median if the distribution is symmetrical

* Not sensitive to the presence of outliers since it
“ignores” almost all the values

In R: > median(data)

Median: resistance to outliers
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Mode

For discrete data, the mode is the most-common value in the data.

For continuous-valued data, the mode is an infinitesimal concept: it is
defined as the maximum of the density.

There is no simple finite-sample estimator of the mode, all depend on
some sort of smoothing.

Mean=Median=Mode




Bimodal and multimodal data

» Most often, we are not interested in “the” mode of the data

» Of interest is whether the distribution has several prominent
“peaks” (local maximums of the density), in which case it is
bimodal or multimodal .

» Bimodality often indicates that the data is not homogenous and is
in fact made of two sub-populations.

Most (if not all) the numerical summaries that we d  iscuss here will
break down if the data is bimodal !

Spread

Narrower spread

Wider spread

Same mean
Quartiles and percentiles Standard Deviation
1st quartile 31 quartile °
OOO;OOOOOOOOEOOO OO‘—><—>O
: M_/ [—————»0
25% of the data  50% of the data  25% of the data
Mean
xth percentile
‘ * The standard deviation (SD, ) of a variable is the

1
0—6—010-0-0-0-0-0—0—0—0-0—0
1

X% of the data

square root of the average of squared deviations from
the mean.

» Used in conjunction with the mean.

 Same unit as the data 1

— S\2

s=— (%-%
n-1,4




Interquartile range (IQR)

IQR= 31 quartile — 1 st quartile

—

1st quartile 3rd quartile
OOO%OOOOOOOOEOOO
: /Q(_/
25% of the data  50% of the data  25% of the data

» Used in conjunction with the median
* InR: >I1QR(data)

Density for normal distribution and SD

Area indicates the probability
that a random observation will
fall into this range.

[\

1 SD from the mean mean

Boxplot

50% of the data is in the box
“Interquartile range” Outlier

/—/%

Outliers Whisker

I o i

. Median
o )
25% of the data is below the box 50% of the data is above 25% of the data is above the box

50% of the data is below

Outliers (unusual values) are those data points whose distance from the box is
larger than 1.5 times the Interquartile range.

The whiskers extend to the last point which is not an outlier.

A boxplot is a graphical representation of the Five-number summary :

Minimum, First quartile, Median, Third quartile, Maximum

Boxplots: example

If there are only a few datapoints in the boxplot, it can be
“degenerate” (i.e. not all features are present).

From Moritz et al., Anal. Chem. 2004 Aug 15; 76(16):4811-24




Boxplot: a different example The most common plot in scientific publications: bar + error

With this definition, almost all datasets will produce outliers (20% of all points are
“outliers”). In this case, the plots are made of several thousands of data points; a
boxplot with outliers would not be very relevant because there would be too
many of them.

Representing data: « bar+error » plot

*%

1 Mean + SD
2.7 -
2.4
2.0 -~

} sD
1.5 ~_
Mean
0
A B
** p<0.01

Legend: mean of measurement for groups A (25 subjects) and B (18
subjects); error bars indicate the standard deviation in each group; two-
sided two-sample t-test.




Avoid these plots !

Comparisons of some graphs

* Inthe next 4 slides, we are going to compare
different methods for graphing univariate data

e Four methods are shown in each case:

— Individual data points on the x-axis; some random
displacement (jitter) is added on the y-axis to avoid
superimposition of too many points

— Histogram with density superimposed
— Mean +/- standard deviation
— Boxplot

» Other examples are given in the exercises.

Dataset 1 (500 points)

Individual
points with jitter
on y-axis

Histogram
and
density

Mean +/- SD

Boxplot




Dataset 2 (37 points)

Individual
points with jitter
on y-axis

Histogram
and
density

Mean +/- SD

Boxplot

Dataset 3 (100 points)

Individual
points with jitter
on y-axis

Histogram
and
density

Mean +/- SD

Boxplot

(courtesy Nadine Zangger)

Dataset 4 (4 points)

Individual
points with jitter
on y-axis

Histogram
and
density

Mean +/- SD

Boxplot

What if the data is not normally distributed
(or even not symetrical) ?




Distribution of salaries in Switzerland

Median Mean

5200 \ / 6000

Ratios

» Ratios are omnipresent in proteomics (relative values

are more common than absolute values)
Ratios do not « behave » very well...
Example: 200 random numbers between 0 and 1

Datal / Data2 Data2 / Datal
100 ratios 100 ratios
Mean: 3.55 Mean: 6.26
Median: 1.12 Median: 0.88

Dataset 1

0.43 0.54 0.54 0.850.800.14 0.59 0.20 0.90 0.77 0.

0.67 0.63 0.88 0.56 0.81 0.94 0.17 0.18 0.06 0.38 0
0.730.08 0.49 0.21 0.97 0.78 0.88 0.66 0.52 0.01 0
0.830.18 0.340.70 0.04 0.12 0.81 0.33 0.68 0.28 0
0.690.70 0.67 0.31 0.99 0.77 0.07 0.33 0.42 0.41 0
0.28 0.500.350.850.74 0.29 0.750.58 0.73 0.25 0
0.74 0.54 0.27 0.88 0.01 0.82 0.44 0.15 0.21 0.51

Dataset 2

0.92 0.40 0.03 0.150.60 0.12 0.43 0.02 0.64 0.87 0

0.710.120.71 0.09 0.33 0.120.91 0.91 0.920.77 0.

0.96 0.02 0.76 0.83 0.51 0.63 0.57 0.94 0.42 0.09 0
0.56 0.79 0.95 0.97 0.150.69 0.11 0.53 0.57 0.350
0.58 0.96 0.83 0.24 0.72 0.24 0.14 0.01 0.83 0.16 0
0.08 0.86 0.83 0.64 0.16 0.79 0.66 0.53 0.18 0.19 0
0.44 0.66 0.62 0.92 0.18 0.60 0.29 0.90 0.37 0.47

04 0.810.310.400.11

.930.77 0.14 0.530.20
.440.81 0.12 0.57 0.99
.46 0.56 0.48 0.99 0.96
.04 0.97 0.92 0.39 0.96
.510.920.73 0.710.27

.530.700.89 0.270.12

50 0.98 0.32 0.88 0.62

.96 0.47 0.46 0.900.38
.92 0.21 0.25 0.88 0.08
.110.59 0.06 0.78 0.13
.94 0.890.77 0.880.42

Why we take logs (generally in base 2)

Ratios above one and ratios below one become symetrical

« When in doubt, take the log »

4 4 2 |
/,1
2 /o
1 — 1
0-5::*//
U S

raw log,




Why we take log of ratios

» Reduce the huge effect of small denominators

* Make the ratios (more) normal, allowing us to do
e.g. t-tests

» Allow averages to work « as expected »

2 1
0.51L 1.25 -1} 01

raw log raw

» Even better if you can avoid working with ratios and keep
to the raw data

500/1000 should be given a larger weight in an
analysis than 1/2, but both have the same ratio 0.5.

Which tool should | use ?

» Spreadsheets

» Statistical packages

Spreadsheet: Excel

Extensively tested:

— Known bugs

— Limited functions

— Not particularly easy for slightly advanced functions

http://gcrc.ucsd.edu/biostatistics/Excel.pdf
http://www.practicalstats.com/Pages/excelstats.html
http://www.agresearch.co.nz/Science/Statistics/excelusel.htm

Spreadsheet: Ghumeric

 Slightly better statistical functions
» Possible to plot boxplots and histograms




Annoyances with spreadsheets (Excel in particular)

* Many standard methods in statistics are not available
» Other methods only offer basic options (linear regression)

e Several procedures are misleading (not coherent with usual
statistical practice)

- Different analysis require user to reorganize the data

* Many types of graphics violate standards of good graphics (use of
perspective, glitz)

» Probably ok for simple calculations (“accounting”, basic summary
statistics, simple regression)

» Add-ons can be used for missing functions: add-ons (e.g. StatPlus)

Statistical packages (Excel-like)

http://www.minitab.com  http://www.synerqgy.com/

R

“S is a programming language and environment for all kinds of computing
involving data. It has a simple goal: to turn ideas into software, quickly and
faithfully.”

John M. Chambers, Bell Laboratories (major contributor and developer of the S language)

S-Plus: commercial implementation of the S language
R: free software implementation of the S language (http://www.r-project.org)
Developed by R. Gentleman and R. Ihaka (U of Auckland, NZ) during the 1990s

Advanced statistical computing system, freely available for most computing
platforms.

Updated versions available every 3-4 months

6 January 2009

“R has also quickly found a following because stati
and scientists without computer programming skills

sticians, engineers
find it easy to use.”




Pros and cons

Powerful, state-of-the-art
Used by professional statisticians
Lot of documentation
Learn by example
Easy to extend
— Modify and improve
— Create add-on packages
— Many already available
Freely available
Unix, Windows & Mac

Not very easy to learn (many details)
Easy to forget

Learn by example

Documentation sometimes cryptic
Not very (easily) interactive
Command-based

Memory intensive

Still evolving: backward-compatibility has
been an issue

Slow at times

If you “just want to do statistical analysis”
Easy to find alternatives

If you intend to be more involved in the analysis
Probably one of best options

Data analysis

* There are many ways to analyze data, depending on the

type of experiment

» Very often, the questions asked are of the form:

« |s this effect real or is it due to chance ? »

» Usually framed in the context of hypothesis test
» Often summarised by the question:

« Which test should | use ? »

(and its unfortunate corollary:

« Is there another test than can give a better result ? »)

Can | do this ? Is this test correct ?

« You can do anything you want, but if you use method M,

you’ll be open to criticism Z.

You can argue your case effectively, however, if you use
procedure P and are lucky enough to get result R.

If you don't get result R, then I'm afraid you’ll have to
settle for a weaker claim. »

Robert P. Abelson (1995),
« Statistics as Principled Argument ».




Testing: is my coin fair ?

Number of heads

0 1 2 3 4 5 6 7 8 9 10
1 05 05
« Formally: we want to make some inference about P(head) ! o8
2 0.25 05 0.25
e Try it: toss coin several times (say 7 times) 1 075 025
+ Assume that it is fair ( P(head)=0.5 ), and see if this R e ot b B
assumption is compatible with the observations. 4 |ooe2s |025  |0375 |025  |0.0625
1 0.9375 0.6875 0.3125 0.0625
N um ber 5 0.03125 | 0.15625 |0.3125 0.3125 0.15625
of 1 0.96875 | 0.8125 0.5 0.1875
6 0.01563 | 0.09375 |0.23438 |0.3125 0.23438 | 0.09375
# tosses # heads | Comment ? Probability tosses 1 0.98438 |0.89063 | 0.65625 |0.34375 |0.10938
7 0.00781 | 0.05469 |0.16406 |0.27344 |0.27344 |0.16406 |0.05469
l Ok 050 1 0.99219 | 0.9375 0.7734 0.5 0.22656 | 0.0625
8 0.00391 |0.03125 |0.10939 |0.21875 |0.27438 |0.21875 |0.10939
2 2 Ok 0.25 1 099609 |0.96484 |0.85547 |0.63672 |0.36328 |0.14453
9 0.00195 | 0.01758 |0.07031 |0.16406 |0.24609 |0.24609 |0.16406 |0.07031
3 3 Ok 012 1 0.99804 | 0.98047 | 0.91016 |0.74609 | 0.5 0.25391 | 0.08984
10 0.00098 | 0.00977 |0.04394 |(0.11719 |0.20508 |0.24609 |0.20508 |0.11719 |0.04395
4 4 Unusual 006 1 0.99902 |0.98926 | 0.94531 |0.82812 | 0.62304 |0.37695 |0.17188 | 0.05469
5 5 Surprising 0.03
6 6 Strange 0.02
T
’ 7| Idontbelieve it! 0.01 Significant evidence (p<0.05) that the 8 Probability of obtaining
coin is biased towards h{l tail_] 0.04395 [ 8 heads in 10 tosses
10| =
0.05469 [*+—— Probability of obtaining
at least 8 heads in 10 tosses
Hypothesis testing Hypothesis testing

* 2 hypotheses in competition:
— H,: the NULL hypothesis, usually the most conservative
— HyorHy the alternative hypothesis, the one we are actually interested
in.
» Examples of NULL hypothesis:
— The coin is fair
— This new drug is no better (or worse) than a placebo
— There is no difference in weight between two given strains of mice

» Examples of Alternative hypothesis:
— The coin is biased (either towards tail or head)
— The coin is biased towards tail
— The coin has probability 0.6 of landing on tail
— The drug is better than a placebo

* We need something to measure how far my observation is from what |
expect to see if H, is correct: a test statistic

— Example: number of heads obtained when tossing my coin a given
number of times:

Low value of the test statistic =~ more likely not to reject H,
High value of the test statistic ~ more likely to reject H,

* Finally, we need a formal way to determine if the test statistic is “low” or
“high” and actually make a decision.

* We can never prove that the alternative hypothesis is true; we can only
show evidence for or against the null hypothesis !




Significance level

The p-value is the probability of getting a test
result that is as or more extreme than the

observed value of the test statistic.

¢ If the distribution of the test statistic is known, a p-value can be calculated.

¢ Historically:

— A predefined significance level (

) is defined (typically 0.05 or 0.01)

— The value of the test statistic which correspond to the significance level is
calculated (usually using tables)

— If the observed test statistic is above the threshold, we reject the NULL

hypothesis.

¢ Computers can now calculate exact p-values, which are reported
e “p<0.05" remains a magical threshold

¢ Confusion about p-values:

— lItis not the probability that the null hypothesis is correct.
— Itis not the probability of making an error

Hypothesis testing

* How is my test statistic distributed if H, is correct ?

P(Heads <= 1) = 0.01074 P(Heads >= 9) = 0.01074

Errors in hypothesis testing

Decision not rejected rejected
Truth negative positive
H, is true X
specificity Type | error
True negative TN False Positive a
H, is false Type Il error Power 1 - b;
False Negative b sensitivity
True Positive TP

Power

* Not only do you want to have a low FALSE positive rate, but you would also
like to have a high TRUE positive rate — that is, high power , the chance to
find an effect (or difference) if it is really there

» Statistical tests will not be able to detect a true difference if the sample size
is too small compared to the effect size of interest

» To compute or estimate power of a study, you need to be able to specify the
a level of the test, the sample size n, the effect size d, and the SD s (or an
estimate s)

* In some types of studies, such as microarryas, it is difficult (impossible?) to
estimate power, because not all of these quantities are typically known, and
will also vary across genes (e.qg. different genes have differing amounts of
variability)




Tests for location of the data

* The most widely used tests try to answer questions
about the location of the data (mean or median)

* T-test: used if the data seems to follow a normal
distribution
— Symmetrical
— Not discrete

One sample t-test

* |s the mean of a population equal to a given value ?

» Example:

— Given a gene and several replicate microarray measurements (log
ratios) g;, 0,, --., 0, IS the gene diffentially expressed or, equivalently, is
the mean of the measurements different from 0 ?

* Hypotheses:
— Hy: mean equals  (a given value, often 0)
— H,: could be for example
« mean different from
e mean larger than
* mean equals , (another given value)

One sample t-test

Test-statistic (Student’s t-statistic):

Where T=—"7—=
— [a2
— xis the average of the observations S%/n

S is the (estimated) standard deviation
n is the number of observations
-, isthe given value
Intuitively:
— Numerator is small (difference is small)  test statistic small  tend not to
reject H,
— Sis large (observations are spread out)  test statistic small  tend not to
reject H,
— nis small (few data points) test statistic small  tend not to reject H,

One sample t-test

 If the means are equal (H, is correct), the value T follows a
known distribution (t-distribution)

» The shape of the t-distribution depends on the number of
observations: if the average is made of n observations, we
use the t-distribution with n-1 degrees of freedom (t ).

— Ifnis large, t,, is close to a normal distribution

— If nis small, t,_, is more spread out than a normal distribution (penalty
because we had to estimate the standard deviation using the data).




One sample t-test: example

We have the following 10 data points:
-0.01, 0.65, -0.17, 1.77, 0.76, -0.16, 0.88, 1.09, 0.96, 0.25

We are wondering if these values come from a distribution with
a true mean of 0.

H,: the true mean is 0; H,: the true mean is not 0

These 10 data points have a mean of 0.62 (sample mean) and
a standard deviation of 0.62 (squared: 0.38).

From these numbers, we can calculate the t-statistic:
T =0.62/sqrt(0.38/10) = 3.01

One sample t-test: example

Since we have 10 observations, we must compare our observed t-statistic to the t
distribution with 9 degrees of freedom

2.5% 2.5%

\ /

-2.26 2.26

Since T=3.01 > 2.26, the difference is significant at the 5% level.
Exact p-value: P(|T| >=3.01) = 0.015

Two-sample t-test

Do two different populations have the same mean?
Test-statistic:
T=YX
Where SE
— yand x are the average of the observations in both populations
— SE is the standard error for the difference in means
— There are a few different ways to compute SE, depending on assumptions
— One possibility: SE= S2/n+ S,2/m

If H is true (no difference in mean), T follows a t-distribution with n + m - 2

degrees of freedom (where n and m are the number of observations in
each sample)

Comments and pitfalls

* The t-test assumes that the different observations are independent
and that they follow a normal distribution.

e t-testis robust , in the sense that even if the distribution of values is
not exactly normal, it should still work.

« If the distribution is far from normal, the test will be less likely to
yield significant results

e Other tests may be required to obtain significance (for example
permutation test).




Comments and pitfalls

¢ The t-test is a parametric test, that is, it makes inference about the
actual value of a parameter (the mean of normal distributions)

¢ If your data is not normally distributed, you can also use non-
parametric tests (e.g. Wilcoxon-Mann-Whitney) for testing for
difference in location.

¢ In general, the non-parametric tests are less powerful than the
parametric ones (ie, you are less likely to get a significant results
with them), but they are more widely applicable.

* Neither the t-test, nor the Wilcoxon-Mann-Whitney tests will tell you
if two sets of data are similar or not: they tests for difference in
location (center) of the data only

Would a t-test find a significant difference ?

All these datasets have the same location

Difference between two-sample and two-tailed tests

* A two-sample test is a hypothesis test for answering
questions about means for two different populations

» Data are collected from two random samples of
independent observations

* Atwo-sided test is a hypothesis test in which the
values for rejecting the NULL are in both tails of the
probability distribution

* The choice between a one-sided test and a two-sided
test is determined by the purpose of the investigation or
prior information




Pitfalls in hypotheses testing

* Even if a result is ‘statistically significant’, it can still be
due to chance;

» Conversely, if a result is not statistically significant, it
may be only because you do not have enough data (lack
of power)

 Statistical significance is not the same as practical
importance;

» A test of significance does not say how important the
difference is, or what caused it;

» A test does not check the study design;

+ If the test is applied to a nonrandom sample (or the
whole population), the p-value may be meaningless;

+ Data-snooping makes p-values hard to interpret: the
test should be fully defined BEFORE data are looked at.

Multiple testing problem

p-value: probability to obtain a more extreme value of a test statistics
than that observed, in a single test, under the null hypothesis.

Problem: In microarray or proteomics experiments thousands of tests are
conducted simultaneously (at least one test per row of the expression
matrix.)

p-value distribution
10’000 tests under H,

~500 have p<0.05

(« false positives »)

Example: simulated microarray

10000 simulated genes (random values). Each black dot represent a gene that is
significant at the p < 0.01 level (false positives ).

Increase of the probability of false positives with increased number of events

Number of Probability that at least one
events event is significant just by chance
1 0.050
2 0.097
3 0.142
4 0.185
5 0.226
10 0.401
20 0.641
50 0.923
100 0.994




1000 simulated coin tosses

[JHTHHTTHHTTTTTTTTHTTHHHHH
[ JHTHTHHHHHTHHTTTTHHHHTHT
[BITTHHTTHHTTHHHTTHHHHTTTH
[2]] TTTHTHTHTHHHHHTTHHTTHHT
[ TTHTTTTHTTHHTTHTTTHTHHH
[200)] TTHHTHTTTHTHTHHTHHTTHTH
[ HTTHTHHTTTHHTTHTHHTTTTT
[28]]HHHHHHHTTTTTHTHTTTTHHHT
[B2I]HHTHTTTTTTTTTHHTTHTHTHH
[B61]] THHTTHTHHHHHHHTTTHHHHHH
[A0JHTTTTHHHHTTTHTTTHTHTHHH
[A41]])TTTTHTTTHHTTHHHTTHTTHTH
[481I]HTTTTHTHTHTHHHTTTTTTHHT
B2 TTTTHHHHTHHHHTTTTHTTTHH
[61]]HHHTHTTHTHHTTTTHTTHTTTH
[BO]JHTTTHHHHHTTTHTTHTTHHTHT
[64]]HHTTHHTHTTTHHHHHTHHTHTH
[BBIJHTTTTHTHTTTHTTTTTTTTHTT
[72] TTTHHTHHTTTTHTTHTTHHTTH
[7f6]]HTHHHHHHTHHTHHHHHHHTHTH
[BOTTTHTTTHHTTTTTTTTTTHHHH
B4l TTTTTHHHTHHHHTTTTTHTHHH
[881] THTHTTHHTHHTHHHHTTTHTHH
Q2] TTTTHTHHTHTTHTTTTTTTTTT
[O61]]HHTTTTTHTTHTTTHTHTHTTTH

HTTTT THHHHHHTHTH
HTHTTHHTTTTTTHHTT
TTHHHH HHHHHTTTTHH
TTHTTTHTHTHTHHHHH
HHHTHH HHTHTTHTTHH
THTTHH HHHTTTTTHHT
TTTHHT HHTTTHHHHHH
TTTTTT TTHTTHTHTTT

HTHHHH TTHTTHHHTHT
HTTTHT HHTTTHHHTHH
TTTHHT THHTTTHTTTT

HTTHHH THHHHHTTTHT
HTTHHT TTHHTHTHTHT
THHTTHHTTTHTTTTHT
THHTTTHTTHHTTHTTT
TTHHHH HHHHTHHTHTH
TTTHTT TTHTHTTTHHT

TTTTTT TTTHH'ITHTHTH

THHHHH TTHHHHHTHTH
HHTHHT HHTHHHTHTTH
HHTTHH THTTTHHHHHH
HTTTHH HTTTHHHTHHH
TTHHTT THTHTTHTTTT
HHHHHT THHTHHTHTHT
HTHTHH TTHHHHHHTHT

Multiple testing

Observation of 11 consecutive “tails”

Very improbable with a fair coin (p < 0.0004)

Does it mean that the coin is biased ?

P-values are valid if only one test is done
— 11 consecutive tails in 11 tosses would be significant
— 11 consecutive tails in 1000 tosses is not

If several tests are conducted, the significance of each of them is
reduced
— “If you try more often, you are more likely to succeed, even just by chance.”

— If an event has probability 1/1000 every time you try, and you try 1000 times,
it is likely to happen at least once.

Multiple testing problem

Need for correction to give p-value the same meaning in multiple

testing context.

Many multiple-testing correction methods exist.

Bonferroni correction:

Multiply the uncorrected p-value by the number of tests.

N xpraw

pBonferroni = 1

if P <1/N
otherwise

If N~ 10000, p,,, must be 510 for equivalence with “p<0.05" dogma.

Multiple testing

Statistical procedures can adapt the results in the case of multiple testing

Most well-known and conservative: Bonferroni
Divide significance threshold by number of repetitions
Example:
¢ 1000 tests with threshold 0.01
corrected threshold = 0.01/1000 = 0.00001
Other procedures are less stringent

Particularly relevant for microarrays or proteomics :

Showing that 1 preselected gene or protein is differentially expressed (p=0.01)
may be interesting.

Showing that 1 gene or protein out of 10,000 is differentially expressed (p=0.01)
is probably not interesting.




A guestion of two treatments...

Two treatments against kidney stones are tested and success rate

are measured + /
Treatment A Treatment B ! (%!&$ $*) $*%!&" - *")
78% 83%
, ! *0l& (") (%!& $")
* Meanwhile, comparing success rates for different kidney stones ccoplon oplore
size seems to yield different results: + $o0l&™* ") $ %I&'$( ")
Treatment A Treatment B
Small stones 93% 87%
Large stones 73% 69% .
$ % & (( % ) &
% & % ( % (& +)
( %& $ L, - #0101,
’ 0
. i o! 11 0 11 1 263
I I I IO A | [ I
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Graphics

Among the many other possible graphs: pie chart

Fibronectin
al-Antitrypsin 0.42%
3.83% Prealbumin (thyroxine-binding)
a2-Macroglobulin 0.32%
3.64% C1 Esterase inhibitor
0
Immunoglobulin A 0:32%
3.45% Complement C4 alB-Glycoprotein
0.45% 0.29%

Transferrin :
3.32% Ceruloplasmin

Immunoglobulin G
16.61%

b2-Glycoprotein |
Haploglobin 0.29%

/T 2.0u%

b2-Glycoprotein Il
0.27%

Complement C1
0.22%

al-Antichymotrypg
0.58%

Other
9.91%

Remaining

al-Acid glycoprotein
1.25%

Hemopexin

1.05% Complement C3
1.12%

Relative protein abundances in human plasma




Pie charts should be avoided !

¢ Pie charts are used a lot in the business and mass media
world, but (fortunately) rarely in science.

< Itis difficult to compare different sections of a pie charts, and
even more difficult to compare the sections of two pie charts

e Bar charts or dot charts are almost always better

¢ Main exception: when your data is split at 25%, 50% or 75%
(humans are good at judging right angles)

William Playfair, “Statistical Breviary”, 1801.

See http://en.wikipedia.org/wiki/Pie chart
(revision as of 17 February 2008, 20:34)

Bivariate data

e Summarising univariate data is important

* Most of the time, however, interesting
information comes from looking at two variables
simultaneously and comparing them, or finding a
relation between them.

» Scatterplots are the easiest way to display

bivariate data.




Scatterplots

Reproducibility of duplicate
measurements.

Dotted line represents
identity line (x =y).

Dashed lines represent the
cut-off between unmeth and
methylated samples.
Pearson correlation 0.996,
Speaman correlation 0.93,
N=94.

(courtesy Eugenia Migliavacca)

Chartjunk

* “The interior decoration of graphics generates a lot of ink that does not tell
the viewer anything new. The purpose of decoration varies — to make the
graphic appear more scientific and precise, to enliven the display, to give
the designer an opportunity to exercise artistic skills. Regardless of its
cause, it is all non-data-ink or redundant data-ink, and it is often chartjunk.”

Edward Tufte, “The Visual Display of Quantitative Information”, p. 107

* Ink in plots should be used parsimonously, to display the
data, not to distract from it !

Edward Tufte, “Beautiful Evidence”, p. 175.

0000Jr

?msg_id

http://www.edwardtufte.com/bboard/g-and-a-fetch-msg




oA
mB
oC




40

35 i

. Im m I

20 H = = | H mB

15 H = = | = |

40

35

30

25 4

20 A

15 4

10 A

=B

Publication:
Dealing with the statistical referee

Conclusions

Martin Bland, “How to Upset the Statistical Referee”
http://www-users.york.ac.uk/~mb55/talks/upset.htm

Read the journal's instructions to authors. If they do not
cover statistics, use those of one of the major general
medical journals.

Never, ever, conclude that there is no difference or
relationship because it is not significant.

(Give confidence intervals where you can.)

Give exact P values where possible, not P<0.05 or
P=NS, though only one significant figure is necessary.

Be clear what your main hypothesis and outcome
variable are. Avoid multiple testing.




Get the design right, be clear about blinding and
randomisation, do a sample size calculation if you can.

Be clear whether you are quoting standard deviations or
standard errors, avoid ' ' notation.

Avoid bar charts with error bars.
Check the assumptions of your statistical methods.

Give clear descriptions of your statistical methods.




